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Abstract— This paper focuses on a framework for develop-
ing knowledge management (KM) applications that integrates
peer-to-peer (P2P) and multi-agent systems (MAS) technologies.
The objective of this framework is to support a particular KM
paradigm that emphasizes aspects such as autonomy and dis-
tributedness of knowledge sources. In particular, we present a
characterization of peer-to-peer in terms of a general architec-
tural pattern and a set of guidelines for designing peer-to-peer
applications according to the proposed framework. We adopt an
agent-oriented approach that extends Tropos, a software engineer-
ing methodology introduced in earlier papers.

I. INTRODUCTION

In the last few years, we assisted to an explosive growth of
application areas such as electronic commerce and services at
support of business processes (including knowledge manage-
ment systems), which are raising challenging issues for the re-
search in distributed systems technology and in analysis and
design methodologies. Several technological solutions are cur-
rently proposed, ranging from technologies for implementing
multi-tiers client-server architectures, to multi-agent systems
(MAS), and peer-to-peer architectures (P2P).

When designing these complex systems, we face the prob-
lem of evaluating different technologies at the light of the ap-
plication’s requirements, and we analyze previous experiences
in which they where applied in order to find useful design pat-
terns that solved recurrent problems or even reusable software
code.

Focusing on knowledge management (KM) applications,
some critical aspects such as autonomy and heterogeneity of
knowledge sources, as well as the intrinsic distributedness of
many processes (such as discovery and deployment of content)
have to be taken into account. In this context, technologies such
as MAS [8] and P2P [16] have been proposed as promising so-
lutions.

In this paper, we propose to use an agent-oriented approach
for analyzing P2P from an organizational point of view, as
well as an application and technological solution. Our aim is
twofold: to address a particular KM problem (distributed infor-
mation retrieval), and to propose a possible integration between
P2P and MAS. First, we characterize P2P in terms of an archi-
tectural pattern, obtained by applying the Tropos methodology,
presented in earlier papers [9]. Then, we present an architec-
tural framework that integrates P2P and multi-agent systems,
basically proposing P2P as a way of deploying an open MAS

and providing some supporting services, which are regarded as
basic elements of distributed applications (such as a discovery
mechanism). We sketch also a set of guidelines for a system de-
signer on when and how to apply a P2P approach; these guide-
lines are targeted at a specific class of applications (knowledge
management systems) but can be easily generalized to others.

This paper is structured as follows. Section II briefly presents
the distributed knowledge management approach that moti-
vated this research, and other work relevant to this paper. Sec-
tion III, introduces some basic Tropos concepts and notations,
which are used, in Section IV, to discuss some typical peer-
to-peer architectures and to identify their common patterns. In
Section V, we focus on JXTA, the P2P framework we are cur-
rently using. Section VI presents the guidelines for design-
ing the architecture of a DKM system applying both P2P and
MAS concepts. Section VII introduces our current experimen-
tal system. Finally, Section VIII presents conclusions and fu-
ture works.

II. BACKGROUND

Common KM systems support the collection and categoriza-
tion of knowledge with respect to a single, shared perspective,
and its redistribution to its users by a variety of means. In many
instances, this leads to the construction of one or a few reposito-
ries of documents, organized around a single ontology or other
meta-structures. Users are given tools to search, browse, or
receive documents as soon as they become available, varying
from simple Web interfaces to sophisticated agents running on
the users’ desktops.

However, common wisdom is that building the shared per-
spective at the core of a KM systems is an expensive task,
sometimes impossible to achieve when users have substantially
different goals and background. To tackle this issue, our re-
search group is investigating a novel approach called distributed
knowledge management (DKM) [5]. The idea at the basis of
DKM is supporting the integration of autonomously managed
KM systems, without forcing the creation of centralized reposi-
tories, indexes, nor shared ontologies. This integration involves
the deployment of a set of complex protocols and algorithms
for information retrieval, natural language processing, machine
learning, deductive and inductive reasoning, and so on, some-
times requiring the direct participation of human users. Initial
publications include [12], [6]1.

1The work presented in the paper is realized as part of the EDAMOK project,



To analyse both organizational and technical aspects of a
DKM system, we adopt an extensions to Tropos methodology,
that for the support of DKM are part of the development of a
larger framework, whose aim is to provide both a methodology
and technological support to analysts, designers, and develop-
ers. As part of this framework, we are investigating both multi-
agent and peer-to-peer technologies.

Different lines of research are relevant to the work presented
here, ranging from peer-to-peer and agents applications. For
instance, two recent works have attempted to blend peer-to-
peer and agents into a single framework: Anthill [1] and In-
foQuilt [15]. Both see peer-to-peer as a paradigm for networks
of autonomous systems that may join or leave at any time.

Of particular interests is the proposal of using MAS as a core
technology for KM (see [8]). For instance, Frodo (FRame-
work fOr Distributed Organizational memories, a 3-year project
developed at DFKI in Germany from January 20002) aims
at the design of a scalable, agent-based middle-ware for dis-
tributed Organizational Memories managing enterprise knowl-
edge. This agent framework, implemented by a FIPA-complaint
platform, provides knowledge representation, communication
and inference services especially tailored for the realization of
distributed OM applications.

In our approach, a P2P characterization is used to identify or-
ganizational and non-functional requirements of a class of dis-
tributed systems. The proposed guidelines at support of appli-
cation design consider aspects of decentralization and auton-
omy of system components that can be realized adopting some
basic services commonly available in P2P systems (i.e. discov-
ery, advertisement of peer and services, group management and
so on), which can be used by a multi-agent platform to provide
specific knowledge functionalities.

III. AN OVERVIEW OF TROPOS

The Tropos methodology [9] adopts an agent oriented ap-
proach to software development starting from the very early
stage of requirement specifications, when the environment and
the system-to-be are analyzed, down to system design and im-
plementation. The methodology identifies a number of phases
(early requirements, late requirements, architectural design,
detailed design, and implementation) and has been applied to
several case studies [10]. The core process of the methodol-
ogy consists in performing conceptual modeling using a visual
language that provides intentional and social concepts such as
actor, goal, belief, plan and dependency. An actor models an
entity that has strategic goals and intentionality, such as a phys-
ical agent, a role or a position. A role is an abstract charac-
terization of the behavior of an actor within some specialized
context, while a position represents a set of roles, typically cov-
ered by one agent. The notion of actor in Tropos is a general-
ization of the classical AI notion of software agent. Goals rep-
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resent the strategic interests of actors. A dependency between
two actors indicates that an actor depends on another in order
to achieve a goal, execute a plan, or exploit a resource. Tropos
distinguishes between hard and soft goals, the latter having no
clear-cut definition and/or criteria as to whether they are satis-
fied. Softgoals are useful for modeling software qualities [7],
such as security, performance and maintainability. A Tropos
model is represented as a set of diagrams. In particular, ac-
tor and dependency models are graphically represented as ac-
tor diagrams in which actors are depicted as circles, their goals
as ovals. The network of dependency relationships among ac-
tors are depicted as two arrowed lines connected by a graphical
symbol varying according to the dependum: a goal, a plan or
a resource. Actor goals and plans can be analyzed from the
point of view of the individual actor using three basic reason-
ing techniques: means-end analysis, contribution analysis, and
AND/OR decomposition. During this analysis, new actor de-
pendencies can be identified.

Tropos is currently being extended with concepts suitable to
model some specific notions – such as distributed knowledge,
autonomy and coordination – that are peculiar to DKM, in order
to support an early requirement model of a DKM domain [13].

In this paper, we focus on a later phase in software devel-
opment: given a requirement analysis of a DKM problem, we
provide guidelines for defining one or more suitable system ar-
chitectures. According to Tropos, these types of issues are typ-
ically faced during the architectural design phase.

IV. THE PEER-TO-PEER VIRTUAL COMMUNITY PATTERN

In this section, we use Tropos to analyze which functional
and non-functional requirements are successfully satisfied by
peer-to-peer systems [14]. In particular, we consider two well
known systems, Gnutella and Napster, both supporting file shar-
ing (in particular MP3 sound files).
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Fig. 1. Gnutella: architectural design, according to the Tropos methodology

The logical architecture of Gnutella3 is described in the Tro-
pos actor diagram depicted in Figure 1. Both actors model a ba-
sic role, the Servent (Gnutella’s terminology for peer), that has
the goals of discovering other servents, looking for MP3 files,
and providing its own MP3s, and depends on all other servents
for achieving them. In other words, the goals of a servent are
achieved only by means of a virtual community of peers, each
one playing the role of servent. In the diagram, this is repre-
sented as goal dependencies between two generic servents. The
dependencies are symmetric for every servent; for simplicity,

3http://www.gnutella.com



we have shown them going only in one direction. The discov-
ery goal enables the community to be dynamic, since peers can
join and leave the community at any time without having to reg-
ister their presence anywhere. There is no centralized service
local to any one peer; conversely, all the peers provide (and take
advantage of) the same sets of services.
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Fig. 2. Napster: architectural design

In Napster4, each client, represented by Peer actors in Fig-
ure 2, has similar goals to those of Servents in Gnutella (search
and download files). However, in order to obtain a search result,
the client must contact a central server (Napster Server). This
server maintains a list of all the active clients and a list of all the
shared MP3 files. The server depends on the clients for build-
ing these lists. This situation is represented by a set of goal
dependencies in Figure 2: the generic Peer depends on Nap-
ster Server for getting a search result (goal dependency GD3)
and Napster Server depends on Peer to get the lists of available
MP3 files (goal dependency GD2). Analogously to Gnutella,
two generic peers depend on each other for downloading MP3
files (goal dependency GD1). So, the individual goal is obtained
by means of a community of peers (Napster clients) that coor-
dinate with an actor playing a distinct role in the community,
i.e. the server.

We abstract these two architectures, and others not discussed
here, in the basic model depicted in Figure 3. The Individual
actor models somebody who has at least one of two goals: ac-
cessing a resource (or, equivalently, using a service); and, let-
ting others access her own resources (or use her own services).
An individual has a set of constraints and preferences (shown
as softgoals in the diagram) which drive her behavior when
achieving these goals. In particular, an important requirement
is being autonomous, i.e. being able to control what to access
or to make available to the external world, and when.

The actor Virtual P2P community has the main goal of letting
its members cooperate for sharing a specific type of resource
or service. Three additional requirements (shown as softgoals)
have been identified: being highly dynamic (available resources
and services provided by members can be added or removed at
any time); being decentralized, i.e. the community is able to
achieve its main goal independently of any specific member or
component; and finally, being composed of peers on an equal

4http://opennap.sourceforge.net
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Fig. 3. The peer-to-peer virtual community pattern

basis, that is, every member is compelled to provide (at least
potentially) resources or services and has the right to access the
services of others.

The dependency be member of captures the fact that the in-
dividual’s goals can be satisfied by joining the community. The
act of joining implies the acceptance of the community’s main
goal and rules, highlighted above. Conversely, a community
can achieve its goal only if it is active, and this can be accom-
plished only by having individuals as members. Finally, the
dependency provide all services models the rule that in a peer-
to-peer community all members are equal, i.e. provide the same
set of services.

Going back to the systems discussed previously, Gnutella is
a “perfect” P2P system, since it satisfies all non-functional re-
quirements of the community highlighted in Figure 3. Simi-
larly, it may be argued that Napster is not a real P2P system,
since the community depends on a centralized service.

The P2P virtual community represents an organizational
analysis pattern, similar to the patterns described in [11], and
could be applied to identify specific requirements that charac-
terize a part of a distributed system.

V. JXTA P2P: LOGICAL ARCHITECTURE ELEMENTS

In order to design a distributed application, we need a tech-
nological infrastructure that support the goals and the social de-
pendencies discovered in the requirements analysis phase.

We focus now on JXTA5, a set of open, generalized peer-to-
peer protocols that allow devices to communicate and collabo-
rate through a connecting network.
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From our perspective, the fundamental concepts of JXTA are
three: peer, peer group and service.

5A P2P open source effort started in April 2001. http://www.jxta.org/
and
http://spec.jxta.org/v1.0/docbook/JXTAProtocol.html



A peer is “any device that runs some or all the Project JXTA
protocols”. The complex layering of the JXTA protocols and
the ability for a peer to simultaneously participate to more than
one peer group (described below) imply that a peer is – at least
conceptually – a multi-threaded program.
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Fig. 5. JXTA: PeerGroup architectural design

A peer group is a collection of peers that have agreed
upon a common set of rules to publish, share and access “co-
dats” (shorthand for code, data, applications), and communicate
among themselves. Each peer group can establish its own mem-
bership policy, from open (anybody can join) to highly secure
and protected (join only if you have sufficient credential). Thus,
a peer group is used to support structuring (based on social or-
ganizations or other criteria) on top of the basic peer-to-peer
network. As mentioned above, a peer may be part of many
groups simultaneously.

A peer provides to each of its group a set of services, which
are advertised to the other members of the group. In other
words, groups in JXTA support a model for service publish-
ing which is alternative to the traditional, centralized directory
services model. Each group specifies a set of services that have
to be provided by its members; they may include supporting
basic JXTA protocols (e.g. discovery) as well as user-written
applications, such as file sharing.

From a high-level perspective, these concepts can be mod-
eled in terms of roles in the architectural design diagram de-
picted in Figure 4, which extends the pattern depicted in Fig-
ure 3. A Peer has n goals access shared service i, one for
each type of service it needs, and the requirement (specified as
a softgoal) of being autonomous. A generic actor PeerGroup
has the goal of sharing a service of a specific type i and a set
of requirements: to support the decentralized distribution of ser-
vices, to allow for dynamic membership of the group, to support
security management, and to require that all members provide
equal services. JXTA tackles these requirements using a num-
ber of mechanisms, represented as goal decompositions in Fig-
ure 5. The publishing and discovery mechanisms, together with
a message-based communication infrastructure and peer moni-
toring services, support decentralization and dynamism. secu-
rity is supported by a membership policy (which authenticates

any peer applying to a peer group) and an access protocol (for
authorization control).

In summary, it can be said that the creation of a PeerGroup
follows from the need to define a set of peers that are able to
communicate and interact with a common set of capabilities
and protocols, and that are aggregated for security reasons (i.e.,
no extraneous peer can intervene amongst them).
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Fig. 6. JXTA: Peer architectural design

Figure 6 shows that a Peer’s main goal (access shared ser-
vice i) can be decomposed into two subgoals: join the right
group and implement group sharing services. The first means
that the peer must find a group that it is authorized to join and
that provides the services it needs. This goal can be further
decomposed into join a group and find a group. The latter can
be satisfied by using the JXTA discovery service; if no ade-
quate group is found, a new one can be created. Joining a group
that has been discovered or created depends on its membership
policy. Once a group has been joined, a Peer must implement
all the services required by that group, implementing both the
client side (use services) and the server side (handle service
requests). It is important to stress that a Peer is autonomous
in deciding how to provide a service (only protocols are prede-
fined), and that a Peer can join different PeerGroups in order to
achieve different goals.

VI. ARCHITECTURAL DESIGN OF COMMUNITIES IN A

DKM SYSTEM

In this section, we sketch the guidelines for designing the ar-
chitecture of a DKM system, focusing on the support for virtual
communities. Input to the process described here is, in Tropos
terms, the output of a late requirements phase (Section III); that
is, a domain analysis which included the system-to-be. The
late requirements phase led to the identification of the stake-
holders, including knowledge and service sources and of their
users; how this analysis is performed is outside the scope of this
paper. The guidelines consist of the following steps:

1) apply the P2P virtual community pattern;
2) design the JXTA peer group implementing the virtual

community;



3) design the agents that implement a peer service.
Each step is briefly described below, while in the next section
we present their practical application.

a) Applying the P2P Virtual Community Pattern: At
this step, the designer has to answer to a basic question: can a
Tropos late requirement model of a DKM problem be refined
as a virtual P2P community model?
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Fig. 7. Identifying P2P virtual communities. The first community (dashed
line) is composed by actors involved in pair dependencies for goals X and Y,
the second (dotted lines) by actors involved in pair dependencies for goals α
and β

By definition, actors in a DKM scenario, as well as individ-
uals in the community pattern, want to keep their autonomy. A
designer, then, should look for the following conditions to be
realized (they are illustrated in Figure 7 where two P2P virtual
communities can be identified):

� there is a subset C of the actors that have pair-wise depen-
dencies (e.g., actor A1 depends on A7 for goal α and A7
depends on A1 for β) in such a way that any actor is de-
pendent on many, if not most, other actors in C. In other
words, each actor is at the center of a sort of “star” network
of reciprocal dependencies with many others;

� these dependencies can be generalized to one or a few
types only. In particular, they are of type “access” and
“provide” a service or a resource.

If these conditions are satisfied, then the designer can ap-
ply the P2P virtual community pattern to generate a model
for a community supporting C. The main goals of this virtual
community are suitable abstractions of the generalized depen-
dencies linking the actors in C. The goals of an individual are
also generated from each generalized dependency, and are two:
achieve the objective of the dependency, and, conversely, sat-
isfy it. A validation step is necessary, and consists of two main
activities:

� verifying that the goals of the actors in C can be effec-
tively satisfied by adopting the goals of the individual in
the community model; that is, verify that the P2P virtual
community helps in achieving the actors’ goals. This may
be performed as a means-end analysis, which decomposes
those hard goals into plans that, eventually, are satisfied by
adopting the individual’s goals;

� verifying that the general soft goals of a P2P virtual com-
munity (dynamism, equality, and decentralization) are at

least partially achieved by the community being designed.
b) Designing a JXTA Peer Group: Once that one or

more P2P virtual communities have been identified, their sup-
porting infrastructure can be designed. Assuming that JXTA is
adopted as the basic communication technology, our major –
and natural – choice is then to associate a JXTA peer to each
individual, and a JXTA peer group to each P2P virtual commu-
nity. Thus, a social actor (no matter if it is a single person or a
group) will have, as its supporting system, a peer participating
to as many peer groups as communities that have been identi-
fied during the requirement analysis of its DKM problems.

c) Agents as JXTA Services: The final step is to de-
sign how individuals implement their goals with respect to each
of the communities they form part of. From a JXTA perspec-
tive, it is necessary to specify which application services have
to be provided by a peer, and how they are published on the
network. JXTA, however, leaves the designer total freedom
concerning their communication protocols and internal imple-
mentation. JXTA provides its own communication mechanisms
(unreliable message queues called “pipes” and an XML based
encoding format), but the application may decide to use some-
thing different, since JXTA supports publishing and discovery
of communication end-points of any type (i.e., the address to
which to send messages in order to obtain a service from a cer-
tain peer) as long as they can be represented in XML. More-
over, JXTA allows the publishing of additional service-specific
information – also encoded as XML documents – along with
their communication end-points; this gives a nice opportunity
for targeted discoveries and filtering of potential peers.

The services to be provided by the peer associated to an in-
dividual are easily identified from the individual’s goals with
respect to the community. Once the peer protocols and pub-
lishing information have been defined, the design of the actors
participating to the community can be performed in parallel.
The Tropos methodology naturally leads to the design of multi-
agent systems; thus, it is most likely that the implementation
of services are agents themselves, interacting both with agents
internal to their own actor and with other agents implementing
other actors of the same community.

VII. A TECHNOLOGICAL FRAMEWORK

In the previous sections, we focused on the analysis and char-
acterization of a class of distributed applications, i.e. peer-
to-peer systems, and proposed an initial set of guidelines for
the design of distributed KM applications. In parallel to this
methodological work, a P2P architecture coherent with the vi-
sion of DKM has been developed (see [4]). This knowledge
exchange system (called KEx) embodies the two principles at
the base of DKM, i.e. semantic autonomy and semantic coordi-
nation, in a quite straightforward way:

� each community of knowing is represented by a peer that
provides all the services needed to create and organize its
own local knowledge (autonomy);



� social structures and protocols of meaning negotiation
have been defined in order to achieve semantic coordina-
tion.

More specifically, KEx is a P2P system that allows a collec-
tion of so-called Knowledge Nodes (individuals or groups) to
categorize, provide and search documents on a semantic basis
without imposing a global classification (ontology or schema).
Every node manages its knowledge (documents and data) us-
ing a local schema (e.g. a file-system structure or a database
schema); then, a context is defined as a partial representation
of the world from an individual’s perspective, organizing and
classifying its knowledge. That context is used by a peer when
it must look for specific information, in order to “negotiate” a
semantic meaning with other peers and provide a more accurate
query resolution service.

The first application built with KEx is under testing within
an Italian national bank (for more detail see [3]). Future KEx
applications will be developed adopting the methodology pro-
posed in the sections above, in order to validate it and to define
the many elements currently missing.

VIII. CONCLUSIONS AND FUTURE WORKS

This paper sketches initial results of a study aimed at defin-
ing a framework for building DKM applications, adopting P2P
concepts as organizational and technological components and
an agent-oriented metodology. The process is based on Tropos,
an agent oriented software engineering methodology. We fo-
cused on the architectural design phase, when the application
requirements are analyzed in the light of known architectural
patterns, and defined some guidelines driving the development
of DKM systems as a combination of a specific peer-to-peer in-
frastructure, JXTA, and multi-agent technologies. More details
on the proposed framework, including a case-study to illustrate,
can be found in [2].

Our long term objective is to complete the framework, work-
ing both on the conceptual aspects required to model a DKM
application and on the technology, currently being tested in a
real-world application.
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